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The	
  DNA	
  of	
  the	
  cells	
  of	
  the	
  adap$ve	
  immune	
  system	
  have	
  undergone	
  stochas$c	
  
gene	
  edi$ng	
  to	
  provide	
  the	
  diversity	
  needed	
  to	
  deal	
  with	
  pathogens.	
  Copious	
  
data	
  on	
  this	
  diversity	
  are	
  now	
  being	
  provided	
  by	
  high-­‐throughput	
  sequencing.	
  
Making	
  sense	
  of	
  this	
  data	
  and	
  puGng	
  it	
  to	
  produc$ve	
  use	
  requires	
  a	
  coherent	
  
sta$s$cal	
  inference	
  framework.	
  I	
  will	
  tell	
  you	
  about	
  first	
  steps	
  in	
  this	
  direc$on,	
  
with	
  applica$on	
  to	
  sequence	
  data	
  on	
  T-­‐cells	
  and	
  B-­‐cells	
  taken	
  from	
  humans	
  and	
  
mice.	
  Mice	
  and	
  men	
  are	
  similar,	
  but	
  have	
  interes$ng	
  differences	
  as	
  well.	
  	
  

Work	
  with	
  A.	
  Murugan	
  (Stanford),	
  Zach	
  Sethna	
  (Princeton),	
  Yuval	
  Elhana$	
  	
  (ENS),	
  T.	
  
Mora	
  (ENS)	
  and	
  A.	
  Walczak	
  (ENS).	
  Data	
  kindly	
  provided	
  by	
  H.	
  Robins	
  (FHCRC	
  and	
  
Adap$ve	
  Biotechnology)	
  



Learning Probability Distributions 

•  In	
  biology	
  what	
  maWers	
  is	
  oXen	
  a	
  probability	
  distribu$on:	
  
–  Response	
  of	
  re$nal	
  ganglion	
  cells	
  to	
  repe$$ons	
  of	
  the	
  same	
  visual	
  scene	
  
–  The	
  amino	
  acid	
  sequence	
  of	
  a	
  family	
  of	
  proteins	
  of	
  similar	
  func$on	
  
–  The	
  body	
  shape	
  and	
  propor$ons	
  of	
  an	
  individual	
  of	
  your	
  favorite	
  species	
  

•  The	
  distribu$ons	
  are	
  high-­‐dimensional;	
  poten$ally	
  very	
  high	
  entropy	
  
–  Neurons	
  can	
  spike	
  every	
  10	
  ms	
  or	
  so,	
  10s	
  of	
  ganglions	
  carry	
  info	
  about	
  same	
  “pixel”	
  
–  A	
  func$onal	
  protein	
  mo$f	
  can	
  be	
  100s	
  of	
  aa	
  long,	
  with	
  20	
  choices	
  per	
  posi$on	
  

•  There	
  is	
  no	
  way	
  to	
  “learn”	
  these	
  distribu$ons	
  by	
  exhaus$ve	
  sampling	
  
–  Big	
  issue	
  for	
  sensory	
  systems	
  which	
  must	
  dis$nguish	
  “surprising”	
  from	
  “normal”	
  
–  Can’t	
  do	
  it	
  without	
  some	
  built-­‐in	
  restricted	
  model	
  of	
  the	
  probdist	
  to	
  be	
  learned	
  

•  Immune	
  system	
  diversity	
  provides	
  an	
  instruc$ve	
  concrete	
  example	
  
–  Your	
  body	
  contains	
  ~107	
  different	
  T-­‐cell	
  genotypes	
  (to	
  fight	
  pathogen	
  diversity)	
  
–  The	
  stem	
  cell	
  process	
  poten$ally	
  can	
  spit	
  out	
  ~1014	
  different	
  T-­‐cells	
  (wait	
  for	
  it!)	
  
–  	
  Can	
  we	
  learn	
  the	
  T-­‐cell	
  genera$on	
  probdist	
  by	
  sequencing	
  a	
  few	
  individuals?	
  

•  Yes	
  ….	
  if	
  we	
  are	
  suitably	
  modest	
  in	
  our	
  ambi$ons	
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Overview of the life of a T-cell 
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•  Key	
  player	
  of	
  the	
  adap$ve	
  immune	
  system.	
  	
  Has	
  surface	
  receptors	
  to	
  
recognize	
  foreign	
  protein	
  fragments	
  “presented”	
  by	
  other	
  cells.	
  

•  Many	
  different	
  T-­‐cell	
  types	
  are	
  in	
  your	
  blood	
  at	
  any	
  one	
  $me;	
  T-­‐cells	
  that	
  
“see”	
  a	
  pathogen	
  	
  proliferate	
  and	
  can	
  directly	
  kill	
  an	
  infected	
  host	
  cell.	
  

•  New	
  T-­‐cells	
  are	
  made	
  in	
  the	
  bone	
  marrow	
  where	
  germline	
  DNA	
  for	
  the	
  
receptor	
  gene	
  is	
  randomly	
  “edited”	
  to	
  create	
  a	
  unique	
  new	
  proto	
  T-­‐cell.	
  

•  The	
  T-­‐cell	
  migrates	
  to	
  the	
  thymus	
  where	
  it	
  is	
  tested	
  against	
  “self”	
  protein	
  
fragments.	
  Proto	
  T-­‐cell	
  dies	
  if	
  recogni$on	
  of	
  self	
  is	
  too	
  weak,	
  or	
  too	
  strong.	
  

•  The	
  fully	
  veWed	
  T-­‐cell	
  then	
  enters	
  the	
  blood	
  stream	
  and	
  is	
  authorized	
  to	
  
respond	
  to	
  foreign	
  protein	
  pep$de	
  displayed	
  on	
  the	
  surface	
  of	
  host	
  cells.	
  

•  T-­‐cells	
  that	
  recognize	
  pathogen	
  proliferate	
  and,	
  when	
  the	
  crisis	
  is	
  over,	
  
leave	
  a	
  small	
  clone	
  of	
  “memory”	
  cells	
  to	
  speed	
  response	
  to	
  re-­‐infec$on.	
  

•  The	
  diversity	
  and	
  randomness	
  of	
  this	
  system	
  means	
  that	
  sta$s$cal	
  
approaches	
  are	
  needed	
  to	
  understand	
  it.	
  Very	
  much	
  a	
  work	
  in	
  progress.	
  



Overview of the life of a B-cell 
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•  The	
  other	
  player	
  of	
  the	
  adap$ve	
  immune	
  system.	
  	
  Has	
  surface	
  receptors	
  to	
  
directly	
  recognize	
  surface	
  epitopes	
  of	
  pathogens	
  (viruses,	
  bacteria,	
  etc.).	
  

•  New	
  B-­‐cells	
  are	
  made	
  in	
  the	
  bone	
  marrow	
  where	
  germline	
  DNA	
  for	
  the	
  
receptor	
  gene	
  is	
  randomly	
  “edited”	
  to	
  create	
  a	
  unique	
  new	
  proto	
  B-­‐cell.	
  

•  Some	
  kind	
  of	
  tes$ng	
  against	
  self	
  epitopes	
  occurs	
  somewhere	
  in	
  the	
  body:	
  
recogni$on	
  of	
  self	
  epitopes	
  would	
  not	
  be	
  desirable	
  to	
  say	
  the	
  least.	
  

•  B-­‐cells	
  that	
  “see”	
  a	
  pathogen	
  proliferate	
  and	
  release	
  copies	
  of	
  their	
  surface	
  
receptor	
  (an$bodies)	
  that	
  bind	
  to	
  the	
  pathogen	
  and	
  mark	
  it	
  for	
  disposal.	
  

•  In	
  addi$on,	
  several	
  rounds	
  of	
  “soma$c	
  hypermuta$on”	
  generate	
  
an$bodies	
  with	
  increasing	
  affinity	
  for	
  the	
  target	
  (affinity	
  matura$on)	
  

•  B-­‐cells	
  that	
  have	
  recognized	
  a	
  pathogen	
  eventually	
  leave	
  a	
  small	
  clone	
  of	
  
“memory”	
  cells	
  behind	
  to	
  speed	
  response	
  to	
  re-­‐infec$on	
  (immunity).	
  

•  B-­‐cell	
  diversity	
  is	
  even	
  greater	
  than	
  that	
  of	
  T-­‐cells	
  and	
  sta$s$cal	
  
approaches	
  are	
  even	
  more	
  necessary.	
  	
  



Receptor Diversity from Stochastic Genome Editing 
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“VDJ	
  Recombina$on”	
  of	
  germline	
  DNA	
  produces	
  a	
  unique	
  TCR	
  (BCR)	
  gene	
  in	
  
each	
  new	
  T	
  or	
  B	
  cell	
  created	
  in	
  the	
  bone	
  marrow.	
  This	
  amazing	
  process	
  is	
  
effected	
  by	
  the	
  same	
  suite	
  of	
  DNA	
  repair	
  enzymes	
  for	
  T-­‐	
  and	
  B-­‐	
  cells.	
  	
  

DNA	
  edi$ng	
  is	
  implemented	
  by	
  
dis$nct	
  stochas$c	
  “events”:	
  gene	
  
choice,	
  dele$ons,	
  inser$ons.	
  If	
  result	
  
is	
  “out	
  of	
  frame”	
  ….	
  try	
  again!	
  
	
  
Our	
  goal:	
  capture	
  the	
  detailed	
  
sta$s$cs	
  of	
  these	
  genera$ve	
  events	
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Output of VDJ rearrangement can be “observed”  via 
high-throughput sequencing technology 

Our	
  goal	
  is	
  to	
  characterize	
  the	
  sta$s$cs	
  of	
  these	
  different	
  sequence	
  repertoires:	
  what	
  is	
  the	
  prob-­‐
ability	
  that	
  any	
  given	
  sequence	
  gets	
  made	
  by	
  a	
  stem	
  cell;	
  what	
  is	
  the	
  probability	
  that	
  it	
  is	
  selected	
  to	
  
become	
  a	
  mature	
  T/B	
  cell;	
  what	
  happens	
  (sta$s$cally)	
  during	
  soma$c	
  hyper-­‐muta$on;	
  how	
  do	
  these	
  
sta$s$cs	
  differ	
  from	
  individual	
  to	
  individual,	
  or	
  from	
  mouse	
  to	
  man?	
  That	
  is	
  the	
  subject	
  of	
  the	
  talk.	
  

S
E
Q
U
E
N
C
E
R	
  

Blood	
  Sample:	
  
Mouse	
  or	
  Man	
  

B	
  Cells	
  

T	
  Cells	
  
T	
  Memory	
  

T	
  	
  Naive	
  

B	
  Naive	
  

B	
  Memory	
  

FACS	
  	
  

Produc$ve	
   Nonproduc$ve	
  

Produc've	
   Nonproduc've	
  

Produc$ve	
   Nonproduc$ve	
  

Produc$ve	
   Nonproduc've	
  

Acquire	
  ~10^6	
  130	
  bp	
  reads	
  (per	
  blood	
  sample)	
  covering	
  the	
  highly	
  variable	
  	
  CDR3	
  region	
  of	
  the	
  gene.	
  	
  
Data	
  is	
  a	
  list	
  of	
  unique	
  sequences	
  plus	
  occurrence	
  numbers	
  (indica$ve	
  of	
  clone	
  size	
  of	
  that	
  sequence)	
  

CDR3	
  

Produc$ve	
  vs	
  Nonproduc$ve?	
  NB:	
  30%	
  of	
  reads	
  are	
  fossils	
  of	
  
“failed”	
  VDJ	
  recomb	
  events.	
  A	
  
valuable	
  data	
  set	
  we	
  use	
  a	
  lot!	
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One T/BCR sequence can be produced many ways 

A	
  scenario	
  E	
  for	
  genera$ng	
  read	
  σ	
  is	
  a	
  set	
  of	
  
values	
  for	
  a	
  set	
  of	
  	
  “ac$ons”.	
  Want	
  to	
  infer	
  
a	
  pdf	
  for	
  the	
  genera$ve	
  scenarios.	
  We	
  
assume	
  a	
  plausible	
  structure	
  for	
  that	
  pdf:	
  

N.B.	
  Many	
  “scenarios”	
  can	
  yield	
  
the	
  same	
  sequence	
  read	
  σ.	
  

Pgen(σ)	
  is	
  the	
  net	
  probability	
  that	
  the	
  read	
  σ	
  is	
  produced	
  in	
  one	
  stem	
  cell	
  event.	
  The	
  
many	
  “scenarios”	
  for	
  crea$ng	
  the	
  read	
  are	
  assigned	
  different	
  rela$ve	
  probabili$es.	
  



Statistical inference of probability distributions  
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Use	
  itera$ve	
  expecta$on	
  maximiza$on	
  to	
  find	
  the	
  component	
  pdfs	
  that	
  maximize	
  the	
  
likelihood	
  of	
  the	
  observed	
  sequence	
  repertoire	
  {σ}.	
  When	
  you	
  are	
  done,	
  check	
  that	
  the	
  
data	
  do	
  not	
  contain	
  correla$ons	
  beyond	
  those	
  built	
  into	
  the	
  restricted	
  model.	
  

Use	
  non-­‐produc,ve	
  sequence	
  repertoires	
  (naïve	
  or	
  memory)	
  to	
  infer	
  the	
  genera$ve	
  
probability	
  distribu$on	
  (no	
  selec$on	
  pressure	
  on	
  	
  non-­‐produc$ve	
  sequences).	
  Use	
  
produc$ve	
  sequences	
  to	
  learn	
  how	
  selec$on	
  modifies	
  Pgen(σ).	
  For	
  B-­‐cells,	
  use	
  non-­‐
produc$ve	
  memory	
  sequences	
  to	
  learn	
  how	
  soma$c	
  hypermuta$on	
  works.	
  

The	
  sequences	
  themselves	
  tell	
  you	
  very	
  liWle	
  about	
  the	
  immunological	
  state	
  of	
  an	
  
individual:	
  what	
  is	
  informa$ve	
  is	
  the	
  probability	
  distribu$on	
  from	
  which	
  they	
  are	
  
drawn.	
  The	
  genera$ve	
  distribu$ons	
  are	
  consistent	
  across	
  individuals	
  and	
  across	
  $me.	
  
The	
  memory	
  repertoires	
  vary	
  in	
  response	
  to	
  infec$on	
  (work	
  in	
  progress).	
  
The	
  ability	
  to	
  tag	
  any	
  sequence	
  with	
  its	
  primi$ve	
  probability	
  of	
  genera$on	
  opens	
  up	
  
many	
  new	
  analysis	
  op$ons.	
  In	
  par$cular,	
  we	
  can	
  determine	
  whether	
  shared	
  
sequences	
  between	
  two	
  individuals	
  have	
  meaning,	
  or	
  are	
  just	
  chance	
  occurrences.	
  
Also	
  crucial	
  for	
  quan$fying	
  selec$on:	
  a	
  sequence	
  is	
  selected	
  (or	
  not)	
  according	
  to	
  
whether	
  its	
  occurrence	
  is	
  greater	
  (less)	
  than	
  it	
  would	
  have	
  been	
  if	
  only	
  	
  Pgen(σ)	
  acts.	
  

In	
  the	
  following,	
  we	
  give	
  examples	
  of	
  all	
  of	
  the	
  above	
  	
  for	
  T	
  cells,	
  B	
  cells,	
  mice	
  and	
  men.	
  



Infer the distribution by expectation maximization  

-­‐	
  receptor	
  DNA	
  sequence	
  

• 	
  probabilis$c	
  model	
  for	
  assignment	
  of:	
   • 	
  genomic	
  VDJ	
  assignment	
  	
  

• 	
  inser$ons	
  
• 	
  cut	
  posi$on/dele$ons	
  

[1]	
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Generative Probability Distributions: Human T Cells 
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Recombination Events : 52 bits

Nucleotide Sequence : 47 bits Convergent
Recomb.

Gene : 9 bits Insertions : 30 bits Deletions : 13 bits

V D J VD nts VD
length DJ nts DJ

length delV delD delJ

A

Some	
  numbers:	
  1012	
  circula$ng	
  T	
  cells	
  with	
  ~107	
  dis$nct	
  β	
  chains	
  (how	
  many	
  α	
  chains	
  and	
  what	
  
mean	
  clone	
  size?).	
  Poten$al	
  	
  β	
  chain	
  diversity	
  ~1014	
  (entropy).	
  11aa	
  pep$de	
  diversity	
  ~1014	
  .	
  

Sequence	
  Entropy	
  

Inser$ons	
   Pgen	
  &	
  Shared	
  Seqs	
  



Mouse T Cells (from womb to tomb) 
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Inser$ons	
  vs	
  Age	
  

Mixture	
  Model	
  



Generative Probability Distributions: Human B cells 
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Sequence	
  Entropy	
  

Inser$ons	
   Probgen	
  Distribu$on	
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CDR3

V J

Q ∼ qV J q1;LqL ×× q2;L

a1 a2

 L 

(a) work!ow

. . . qL;L

aL

(b) generation and hypermutation model

(c) selection model

Ppre ∼

Ppre

IgH

VDJ
recombination

Q×

selection
productive,    naive

unproductiv
e

learn Ppre

Ppost = Ppre × Q

learn
       knowning  

Q

learn Pmem

Ppre

naive

+ somatic hyper mutationsmemory

×

×

×

if mutation at i

if not
Ppre=

How Does Selection Affect Sequence Statistics? (B cells) 

(on	
  nucleo$de	
  sequences)	
  

(on	
  amino	
  acid	
  sequences	
  of	
  the	
  CDR3)	
  



Some Selection Results for B Cells 
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B/T	
  cells	
  with	
  a	
  “produc$ve”	
  recombined	
  receptor	
  gene	
  are	
  first	
  tested	
  for	
  correct	
  func$on.	
  
Those	
  that	
  pass	
  (not	
  too	
  much	
  self-­‐recogni$on?)	
  go	
  into	
  the	
  naïve	
  repertoire.	
  How	
  does	
  the	
  
naïve	
  aa	
  sequence	
  repertoire	
  differ	
  in	
  sta$s$cs	
  from	
  the	
  primi$vely	
  generated	
  repertoire?	
  This	
  
ques$on	
  doesn’t	
  make	
  sense	
  unless	
  we	
  know	
  the	
  “input”	
  (Pgen	
  )	
  sta$s$cs!	
  We	
  model	
  the	
  
difference	
  as	
  a	
  product	
  of	
  single-­‐aa	
  enhancement	
  factors	
  and	
  fit	
  them	
  to	
  the	
  sequence	
  data	
  by	
  
expecta$on	
  maximiza$on.	
  Captures	
  a	
  very	
  general	
  selec$ve	
  effect	
  (not	
  pathogen	
  recogni$on).	
  

CDR3	
  Length	
   Genera$on	
  an$cipates	
  selec$on	
  



More Selection Results for B Cells 

5/10/2015	
   Rutgers	
  Stat	
  Mech	
  Mee$ng	
   15	
  

Enhancement	
  factors	
  
of	
  the	
  20	
  aa’s	
  for	
  
varying	
  CDR3	
  length.	
  
CDR3	
  is	
  bounded	
  by	
  a	
  
Cys	
  (leX)	
  and	
  by	
  a	
  Trp	
  
(right).	
  Clear	
  paWern	
  
of	
  aa	
  preference	
  near	
  
the	
  boundaries,	
  ind’t	
  
of	
  CDR3	
  length	
  L.	
  

Entropy	
  is	
  significantly	
  reduced	
  by	
  selec$on	
  (in	
  the	
  naïve	
  repertoire)	
  



B cell somatic hypermutation 
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Memory	
  cells	
  will	
  have	
  been	
  subject	
  to	
  hypermuta$on	
  to	
  increase	
  their	
  affinity	
  for	
  a	
  target.	
  The	
  
nonproduc$ve	
  genes	
  are	
  hypermutated	
  too,	
  but	
  feel	
  no	
  selec$on	
  pressure.	
  Individual	
  events	
  are	
  
seen	
  as	
  mismatches	
  to	
  the	
  genomic	
  V/D/J	
  sequences.	
  The	
  hypermuta$on	
  enzyme	
  ac$on	
  depends	
  
on	
  sequence	
  context.	
  We	
  use	
  our	
  inference	
  procedure	
  on	
  nonproduc$ve	
  memory	
  data	
  to	
  es$mate	
  
this	
  underlying	
  bias.	
  As	
  a	
  check,	
  we	
  predict	
  posi$on	
  dependence	
  (in	
  the	
  read)	
  of	
  hypermut’n	
  rate.	
  

Three	
  leX/three	
  right	
  context:	
  

Comparison	
  of	
  model	
  to	
  
hypermuta$on	
  data	
  

NB:	
  Mean	
  hypermuta$on	
  rate	
  
is	
  large	
  …	
  >	
  5%	
  per	
  base.	
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•  We	
  think	
  we	
  now	
  know	
  the	
  stochas$c	
  parameters	
  of	
  VDJ	
  recombina$on	
  &	
  
can	
  assess	
  the	
  genera$on	
  probability	
  of	
  any	
  specific	
  T/BCR	
  sequence.	
  

•  As	
  expected,	
  VDJ	
  recombina$on	
  seems	
  to	
  be	
  a	
  universal	
  process	
  within	
  a	
  
given	
  species:	
  different	
  individuals	
  have	
  nearly	
  iden$cal	
  distribu$ons.	
  	
  

•  Most	
  importantly,	
  the	
  primi$ve	
  genera$ve	
  sta$s$cs	
  provide	
  the	
  baseline	
  
for	
  assessing	
  how	
  the	
  sta$s$cs	
  are	
  changed	
  by	
  selec$on	
  for	
  func$on.	
  

•  The	
  same	
  enzymes	
  edit	
  B-­‐cell	
  receptors;	
  so,	
  with	
  DNA	
  sequence	
  data	
  on	
  
BCRs,	
  we	
  can	
  easily	
  check	
  whether	
  they	
  obey	
  similar	
  genera$ve	
  sta$s$cs.	
  

•  There	
  are	
  important	
  differences.	
  Biggest	
  one	
  involves	
  soma$c	
  hyper-­‐
muta$on.	
  We	
  have	
  learned	
  a	
  lot	
  about	
  it	
  ….	
  

•  Our	
  point:	
  individual	
  sequences	
  can’t	
  tell	
  you	
  much	
  of	
  anything;	
  you	
  have	
  
to	
  learn	
  pdf’s	
  and	
  then,	
  perhaps,	
  draw	
  func$onal	
  conclusions	
  from	
  things	
  
like	
  DKL(PDFhealthy	
  ,	
  PDFsick).	
  	
  


